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SUMMARY 

The increasing utilisation of rail networks around the world and the consequent 
decrease in available maintenance opportunities combined with the continuous need to optimise operating and 
maintenance costs has led the drive for a new philosophy of maintenance and faultfinding that relies heavily on 
remote performance monitoring technology applied to a range of infrastructure assets, especially those identified 
in the highest risk categories such as equipment for level crossings and points. 

The purpose of this paper, as told through the experience of working in Balfour Beatty Rail’s Engineering 
Technology Solutions (BBR ETS) business, based in Derby, UK, is to ask whether the inexorable drive towards 
the remote condition monitoring of everything is becoming the utopian solution it is often perceived to be and how 
expectations have changed over time. 

This paper serves as a reminder of how condition monitoring has grown from a niche application to mainstream 
adoption due to increasingly capable technology combined with the need for ever greater economic and technical 
efficiency. It also seeks to confirm that the industry is on the right path by developing further complexity in its 
analysis of asset data towards becoming an analogue of the arm / brain feedback path of a mechanical signalling 
system brought into the Digital Railway age. 

  

1 INTRODUCTION 

Condition Monitoring (CM) is not new; it is the analysis of an asset to determine its safety, functional integrity and 
propensity to failure. Ever since the railway had assets this practice has of course been undertaken manually and 
in person, with the help of gauges and meters, as part of a scheduled maintenance programme. This data would 
be (and still is in many cases) recorded on a locally held card; later on some of it would also be put on 
spreadsheets and graphs by diligent section managers. 

Advances in digital technology made unattended monitoring viable for a small number of channels and it was 
readily applied to points and level crossings on a temporary basis. From these humble beginnings it has, like the 
mobile phone, become an indispensable facility, without which one feels disconnected from vital information. The 
culture has taken time to catch up with the available technology but there are now perceived opportunities to 
apply CM in every asset going, signalling or otherwise, with particular emphasis on RCM (Remote Condition 
Monitoring). 

The demand for RCM has risen in response to several factors as discussed in the text just as the functionality 
required has multiplied as people set their imagination to the possibilities with varying degrees of expectation 
versus practicality. The questions to be asked are: what will define a truly mature RCM technology / culture and 
are we on the right track? 

 

2 THE DEVELOPMENT OF RCM 

2.1 Defining Characteristics 

As mentioned earlier, CM is not new and need not be complicated. It can be as simple as making a monthly 
gauge measurement and plotting the results on a sheet of graph paper. What characterises modern CM 
techniques in railway signalling are such factors as: 

 Unattended measurement; 

 Capable of high frequency and resolution; 

 Multiple, related sensor inputs, e.g. voltage, current, temperature; 

 Remote communication, turning CM into RCM with significant benefits; 

 A predictive data analysis platform with processing and/or displays for adverse condition recognition. 
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2.2 Why Are We Doing This? 

Before looking at the method consider the reasons why RCM has become so popular. In the case of Network 
Rail, which claims that ‘Britain has the fastest growing railway in Europe’.1 As an example consider the East 
Midlands route of which the great railway town of Derby is a part. In its East Midlands Route Study it claims that 
a 40% passenger increase compared to ten years ago and a 2.5% increase per annum in freight demand. 
Forecast passenger growth compared to 2013 is expected to be 34% by 2023 and 95% by 2043. By the same 
measure freight will grow by 65% and a huge 350%2 respectively. Inevitably this means ever-higher utilisation of 
the route and in consequence fewer opportunities for maintenance. 

With the window for maintenance shrinking the amount that can be done with the available engineering 
resources is also reduced, hence asset management strategy includes finding ways to extend the maintenance 
interval where possible and even eliminate it completely. 

Safety of staff is of paramount importance so the less they are exposed to the hazardous environment of an 
operational railway and the more such exposure can be planned in advance the safer they will become. 

In Network Rail’s Asset Management Strategy report of 2014, among other laudable drives towards greater 
collaboration across functions it notes that asset management ‘places a greater weight on evidence-based 
decision making, using knowledge of how assets both degrade and fail in order to optimise maintenance and 
renewal interventions’. RCM is a significant enabling technology behind this policy. 

Inevitably the argument is also economic. 
Network Rail’s stated target from 2014 was 
for a ‘20% reduction in our operation, 
maintenance and renewal costs’. Much of 
this is being achieved by the introduction of 
‘Risk Based Maintenance’ (RBM) for which 
RCM is once again a key component.  

Figure 1 illustrates the economic case for 
RBM. Maintain too often, supposedly to 
improve reliability, and the costs are 
unnecessarily high. Maintenance on 
equipment that was working perfectly well is 
at best ineffectual and at worst can actually 
instigate failures. On the other hand critical 
equipment that receives too little attention is 
cheaper, by omission, to maintain but the consequences of failure are unpredictable and could be exacerbated 
by performance penalty fines on top of the cost of repair. The point of balance between the two extremes is the 
‘Economic Optimum’, at which the business impact is minimal. This point will vary between asset types and 
indeed between assets of the same type under different conditions. An intelligent approach to establishing this 
optimal state requires an innovative strategy with the tools to match.  

It would seem that the application of RCM is having the desired economic effects. Network Rail’s Intelligent 
Infrastructure project alone covers about 40,000 assets with an annual benefit of £14m.3 

 

2.3 RCM System – Points (RCMSP) 

In the early 2000s Balfour Beatty Rail Technologies (now Balfour Beatty Engineering Technology Solutions) 
designed an RCM system for monitoring points that was based around the HW2000 point machine. The starting 

                                                           

1 Network Rail website page banners at the time of writing in September 2017. 

2 Across the whole network over the next 30 years the expected rise in passenger demand is >100% and for freight about 140%. 

3 https://www.networkrailconsulting.com/service/remote-condition-monitoring/ 

Figure 1: Economic Optimum for Maintenance (Source: IAM) 

https://www.networkrailconsulting.com/service/remote-condition-monitoring/
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point for this was a theoretical model of how the machine should perform, which gave rise to the sensor suite, 
including: 

 Motor current and voltage (using sensors inside the machine); 

 Detection (using current sensors inside the machine); 

 Drive load (load pin in drive rod to points); 

 Traverse distance (using a Linear Variable Displacement Transformer (LVDT)); 

 Rail temperature. 
 

These sensors were connected to miniature processing boards to create a logging system that took a ‘fast log’ of 
everything except temperature when the points moved. The load, traverse and temperature data was ‘slow 
logged’ on a 30-minute interval to check that the points had not moved or weakened while locked. All the data 
was then relayed to specially created pages of the AssetVIEW system (these were referred to as ‘Switch View’), 
which displayed the data in graphical and tabular format. The statistical trend analysis of the data gave rise to 
alerts for any perceived exceedence, which could then be investigated by the maintainer. 

  

Figure 2: Plot of Force vs. Time (Imbalanced) Figure 3: Log of Locked Force Showing 
Variations and an Exceedence 

Figure 2 shows that there is considerably greater force exerted on the points when locked in one position than in 
the other; in fact it is the lesser force that is the issue; the expected locked force is about 6kN.  Figure 3 is a 
scatter plot (called a statistical plot in AssetVIEW) showing the single value points arising from load measurements. 
As can be seen the force has increased to the point of excess (>8.4kN) with the rolling average becoming 
greater until what is presumed to be a maintenance intervention, after which the values return to more 
acceptable levels. Addressing this ‘presumption’ becomes an issue for more advanced analysis as will be seen 
later. 

 

3.3 Pros and Cons of Retro-fitting Integrated Point Machine Monitoring 

 The exact conditions at the point machine can be determined; 

 Load and traverse sensors enable slow logging of points in the locked state; 

 The efficiency of the machine can be measured by energy used vs. driven load; 

 Rail temperature can be measured and factored in; 

 Provides a lot of data on which to base a failure prediction. 

 

× Almost every machine type requires a different design with custom components; 

× Not all machine types provide as easy access to their mechanism as the HW; 

× Trackside installation is labour-intensive and will require a safe system of work, machinery for a new 
location case and a myriad of tasks / tools; 

× The maintainer has additional equipment to maintain, some of which may itself be vulnerable to 
failure, which means more spares holding and special tools; 

× Any renewal task around the points will necessitate the removal and refitting of the RCM equipment, 
making it vulnerable to failure or misuse by maintenance staff (for whom special training was and must 
be provided). 
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In the end the cons are significant and outweigh the pros by a considerable margin considering the cost / benefit 
and impact on maintainability of the point machine. 

A change of strategy to off-track monitoring came about following a trial conducted by Network Rail (NR) on 
points at the Peterborough training centre in 2008. NR invited three RCM suppliers to instrument the same set of 
points and leave the for a day while NR engineers put faults on them in the suppliers’ absence. The data 
gathered was then interpreted for possible failure or deterioration. 

The conclusion of the Balfour Beatty report to Network Rail (this author, not openly published) was that ‘with the 
simplest of sensor arrangements and the bare minimum of disturbance to the signalling equipment it was 
possible to detect a range of conditions and their likely cause’. 

 

2.4 RCM Requirements 

Consider how the demands have changed over time. Partly from personal experience it looks like this: 

 ‘Asset is (not) working properly’; 

 ‘Asset is tending to failure’; 

 ‘Asset is tending to failure because of x’; 

 ‘Asset is tending to failure in n days / hours because of x’; 

 ‘Asset is tending to failure in n days / hours because of x and you need to do y’; 

 ‘Asset is tending to failure in n days / hours because of x and you need to do y, I have scheduled the 
work, here is the order for your signature’. 

 All of the above should include the RCM equipment itself. 

 

2.5 Software 

2.5.1 RCM Design Stages 

Nowadays the collection and display of data has proliferated into a multitude of acquisition devices with excellent 
storage, communication and speed capabilities. For all practical purposes there is nothing that cannot be 
addressed from a hardware point of view if it is worth the effort. It is the software, especially the method of 
display and interpretation, that in the end will determine just how effective RCM can be. 

In the first place to develop RBM the assets must be subjected to failure modes and criticality analysis (FMECA); 
this should determine which parameters should be monitored and what should comprise the maintenance regime 
including the tasks involved, which should all address an identified need, and intervals for carrying them out. 

Before plastering every point end and track circuit module with sensors, however, it is sensible to consider 
whether the software can act in a variety of ways to minimise the hardware requirement, e.g. monitoring current 
into a known fixed impedance such as a relay coil also provides a reliable voltage measurement. 

2.5.2 Alerting 

The primary purpose of 
alerting is to bring the 
user’s attention to a 
significant change of 
condition that is, or could 
lead to, a failure of the 
asset. The alert will of 
course be based on some 
analysis, usually a 
threshold exceedence as 
matters stand today. Ideally 
every alert is genuine and 
sufficiently in advance of 
any failure for a planned 

Figure 4: P-F Interval 
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maintenance intervention to take place. The time between first alert (‘Potential Failure’) and  a loss of service 
(‘Functional Failure’) is known as the ‘P-F Interval’ and is shown in Figure 4. 

The value of any condition monitoring system is bound up with its ability to extend the P-F interval as far as 
possible. The sooner a fault can be predicted the more scope the maintainer has to repair it safely and with 
minimum business impact. Such capability also gives greater confidence to an RBM-style maintenance 
programme and could extend the maintenance intervals of some assets as a result. 

To achieve this level of sensitivity there is an inevitable trade-off with the likelihood of more false alerts; current 
developments are based around how to minimise these without loss of predictive capability. 

 
2.5.3 Data Representation 

The approach to signalling data representation in widely deployed RCM systems is still based on representing 
data for educated user interpretation and threshold-based alerting. There are various ways in which these 
thresholds have been implemented over time and they come with their own pros and cons too. 

Envelope thresholds are used in points equipment because they can represent the boundaries of how a 
particular asset is intended to act based on a given parameter. In this technique the movement profile, usually 
based on current, or power as shown in Figure 5, is bounded by an upper and lower threshold level following the 
limits of the expected norms. Any point in the profile that crosses a threshold raises an alert. This approach is 
relatively simple to implement if based on a percentage deviation from a reference standard but it also has 
pitfalls: 

 It is necessary to take reference measurements, when the points are assumed to be in ideal condition, 
throughout the year to cope with normal seasonal changes, all of which requires valuable technical 
resource to be on site; 

 Every point end will perform differently based on switch length, power supply, weather conditions and 
machine type so many profiles must be recorded; 

  The envelope may not be sensitive enough to cope with statistically significant variations or indeed 
too sensitive, causing many false alerts. 

The alternative is to provide a statistical plot (Figure 5) based on a rolling average and a dynamic threshold set at 
a standard deviation from the range of values recorded. Any energy usage that is unexpectedly high or low will 
cross the threshold and create an exceedence alert. This method can take time to settle depending on the 
condition of the points when they are first implemented but it can take asset variations into account without re-
referencing. It too has its issues though: 

 The rate at which the thresholds respond to changes in the data range can be too (in)sensitive, 
causing false alerts or missing genuine ones; 

 Slow changes can occur within, without exceeding, the threshold limits, which means that some 
manually assigned static threshold is also required to prevent excessive conditions from staying ‘under 
the radar’; 

 To increase the sensitivity to excess variations points profiles must be ‘segmented’, i.e. split into 
several sections representing the movement phases, which is usually done on a time basis and is 
therefore inaccurate if the time to move varies or shifts; 

 Some exceedences can be caused by genuine events, such as maintenance making improvements to 
energy use, giving rise to false alerts. 

The latter point can be addressed by providing a user-worked mechanism to re-run some of the statistical data 
but it still means the user is having to maintain the RCM system. That said, what becomes clearer as the 
technology progresses is that collaboration between the supplier and customer is vital; making an RCM system 
work is not simply about providing a ready solution in a box but making a commitment to work together closely. 
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Figure 5: Statistical Plot. Red Dots are Exceedences, Blue Lines are Dynamic Thresholds 

Figure 5 shows the variation of energy use per movement for the full profile of a point set driven by an Alstom 
MJ-80 point machine.  As the energy usage increases so does the tendency towards exceedence of the dynamic 
threshold. The vertical lines represent maintenance interventions, which are recorded on the RCM system by the 
maintainer. Sometimes, as can be seen to the left in this figure, the maintenance may have no discernible effect 
and could have been deferred. In the other instance the intervention has clearly returned the points to normal 
levels of operation. However the effect two weeks later is that the dynamic threshold has narrowed due to the 
smaller range of values recorded and exceedences (with alerts) are occurring at what might in fact be acceptable 
values. The user must make a judgement call about responding to these alerts, which in turn could dilute the 
significance of more urgent notifications.  

2.6 Machine Learning 

2.6.1 Segmentation 

 

Figure 6: Segmentation of Unlock Phase: Energy Increase Detected 

One of the aforementioned issues with existing alerting methods for points RCM is being able to identify and 
compare phases of the points movement so that it is truly possible to tell when deterioration has occurred and in 
which component of the movement, the simplistic but inaccurate method being a fixed time-slice of the profile. To 
make a positive identification of the key segments regardless of their point in time requires more complex 
analysis in the form of machine learning. Research carried out by Balfour Beatty in conjunction with our client in 
Singapore has solved this key problem. Working closely with our customer and in particular having the 
opportunity to instrument a points set in a training environment has provided insights into the various failure 
modes that can affect the points machine type used. The benefit of 151 point machines, across 32 sites including 
a training facility, is having large data sets in the order of thousands of moves every day. 

 

Figure 7: Energy Consumption Change Event Detection Based on Unlock Segment in Figure 6 

Figure 6 shows the unlocking segment of a point movement from two profiles. The dots in the profiles denote the 
machine-determined delimiters at the start and end of the unlock phase (two of seven delimiters thus identified). 
The power requirement in this segment has more than doubled following a specific event (Figure 7), indicating a 
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potential issue. It is also possible to identify x-axis (i.e. time shift) issues using intelligent segmentation such as 
this.  

 

Figure 8: Traverse Length Asymmetry 

In Figure 8 the two delimiters shown are at the end of the traverse segment of profiles for moving Normal and 
Reverse. The discrepancy between the two traverse end points is also represented by an energy variation similar 
to Figure 7. 

2.6.2 Valid Alerting 

To become more effective across an increasing number of monitored points RCM must provide fewer alerts but 
with a greater probability of them being ‘true positives’. Equally the number of ‘false positives’ must also be 
minimised to prevent unnecessary and perhaps inconvenient trackside attendance. The ability to analyse for 
commonalities, pattern recognition and the likelihood of any particular pattern emerging as a failure is key to the 
creation of effective machine learning algorithms. In effect this development is the electrical analogue of an 
experienced brain that receives the feedback when the muscles are directed to ‘pull the point lever’.  

The statistical plots shown earlier are designed to take a flat view, based on standard deviation alone over a 
recent historical dataset, of what constitutes an out-of-character excess. These can be caused by legitimate 
actors including maintenance and weather. Some excesses occur seemingly at random and may be caused by 
shifting ballast or a minor obstacle cleared in a single movement. The ideal machine algorithm is designed to 
recognise these factors though some are clearly not predictable and are better prevented by the design of the 
points or the control of lineside debris. 

Taking maintenance into account, events for which are input by the maintainer, the machine algorithm will use its 
‘experience’ of patterns and their meaning to flag events with a probability or actuality of failure. These may not 
lie conveniently within or without the statistical thresholds but may share common precursor conditions such as 
profile features and statistical trend changes. However there is still a trade-off between true and false positives. 

 

Figure 9: Identified Actual and Potential Failures with Cause to Attend 

Figure 9 shows the analysis of over 60,000 movements for a single point end and areas where potential failures 
have been identified. The actual failures that then occurred are shown by the small red crosses at the tip of the 
high green peaks. The red bars show the areas of data within which the potential failure was identified. On some 
occasions no failure manifested but this might have been due to maintenance in the meantime. 

Detection accuracy (i.e. ratio of false positives to true ones) is a problem not confined to condition monitoring. 
One of its early applications arose during the development of radar and the need to discriminate between 
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genuine or false aircraft detection, which led to the development of the ‘Receiver Operating Characteristic’ (ROC) 
curve.4 

In short the ROC curve is a plot of true positive rate against false positive rate. It is a means for determining the 
optimal point for maximising the former and minimising the latter. It is included in the machine learning software 
so that the user can test various points on the curve (with various algorithms) to find the optimal point for ongoing 
failure prediction. The algorithms used currently pertain only to points data but future work on track circuit 
monitoring (and potentially other assets such as platform screen doors) will be able to utilise the same 
techniques. Algorithms can be added to the software as modules and their efficiency tested for best fit. 

 

Figure 10: Multiple ROC Curves. Y axis: True Positive Rate (TPR) X axis: False Positive Rate (FPR) 

 
2.6.3 Advanced Decision Support 

The software described in the previous section goes under the name of ‘PCM Lab’ and is being developed into a 
final version in its own right and as an adjunct to AssetVIEW. In the end it is envisaged that PCM Lab will provide 
diagnostics to lead a maintenance team and a simple ‘Yes / No’ response to operation tests conducted following 
any maintenance or faultfinding repair activity. In this way a consistent, learned and impartial approach will 
provide independent confidence in the effectiveness of the work undertaken to a level that the human eye could 
not reasonably perceive. This level of validation is an assurance to track workers, team leaders and their 
managers that a consistent standard of quality is achieved with benefits for maintenance programme 
improvements, the operator and the passenger. 

 

3 CONCLUSION 

There has been a long hiatus between the loss of impending failure sense the mechanical signal and points 
operator could achieve and the development of its analogue in electronic form but those techniques are now 
available and returning that sense of character to the user’s perception once more. In short, RCM now provides: 

 A detailed display of an asset’s ‘personality’; 

 The knowledge required for performance assurance between extended maintenance intervals in a 
Risk-Based or Reliability-Centred Maintenance programme; 

 Analytical facilities that assist with – or provide – a predictive judgement of failure with detailed 
analysis of asset operation phases, making some level of diagnosis possible; 

 Minimised trackside attendance for measurement and maintenance purposes; 

 Soon, a consistent method of go/no-go quality checks on point mechanism maintenance and repair. 

 
With the increasing drive towards greater safety and reduced costs of maintenance it is vital that the Digital 
Railway steps up to deliver as much knowledge, already processed and analysed, as it possibly can so that the 
army of trackside workers is not simply replaced by another army consisting of skilled data analysts. RCM is 
definitely ‘on the right track’ but it requires information only obtainable when suppliers and customers work 
together closely, each recognising the knowledge and capabilities of the other, to achieve the common goal of 
higher quality with greater efficiency. 

                                                           

4 For further information try https://en.wikipedia.org/wiki/Receiver_operating_characteristic 

https://en.wikipedia.org/wiki/Receiver_operating_characteristic

